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The USSC recommends five ideas for top priority investment.  The nature of each idea, Yale’s current 
strategic position with respect to that idea, and specific recommendations for implementation are 
described below.  For each of these five ideas, we recommend creation or expansion of an institute, or an 
analogous academic structure. Variability in the current organizational landscape for each field creates 
significant variability in what an “institute” means in each case, but we have used that classification here 
for purposes of simplicity. 

Top Priority Idea: 

Integrative Data Science and its Mathematical Foundations 
How will the data revolution transform intellectual inquiry, accelerate scientific discovery and promote 
human sustainability? 

The world is currently undergoing a data revolution comparable to the industrial revolution in its potential 
impact. That revolution began with technological innovations, which were broadly and rapidly applied to 
myriad inventions, ultimately shaping the course of societal development.  We are at an equivalent 
moment today. The confluence of the volume, speed, and availability of data is transforming information 
and knowledge production. Not a single aspect of society today will be left untouched by the data 
revolution. We are fundamentally changing how we generate insights and how we approach 
understanding the world. 

Data Science is a rapidly coalescing discipline.  It is inspired by recent scientific and engineering advances 
in computing power, the ability to collect data sets of immense size and diversity, and algorithmic 
advances in machine learning and artificial intelligence that enable powerful analyses and inferences. Data 
Science facilitates the integration of multiple types of data across different scales and applications to 
other fields with the goal of accelerating discovery and improving our lives. A new mathematics of data 
must be developed to meet this challenge, advancing the mathematics of modeling complex systems and 
evolving it into a modern (as yet little explored) data-informed regime. Data streams from sensors, 
instrumentation, the clinics, and the internet demand innovations in mathematical models and algorithmic 
tools to make possible new understanding and predictive power never before imagined. 

Yale’s rich tradition in the theory and methods of data analysis and scientific computation sets it apart as a 
leader at the innovation frontier for the advanced tools and techniques that this torrent of complex data 
will require. With the right organizing principles and structures to enable collaboration, Yale can leverage 
this strength to energize and transform the university landscape in the data age. 

Mathematical foundations of data science: Machine Learning, modeling, and methodologies 

The successful application of Data Science will require its integration with current analytic techniques and 
the strengthening of its mathematical foundations.  Many techniques of Machine Learning have 
succeeded by being “agnostic” towards their source of data, whereas many scientific analyses succeed by 
the analysis of carefully constructed models.  Modeling, whether based on simple regressions, complex 
networks, conservation laws, or differential equations, can greatly facilitate inference from data.  In turn, 
machine learning tools can help identify significant features needed to improve existing models and define 
new ones.  This combination of machine learning algorithms and modeling will be used in scientific 
simulation to improve prediction and aid efforts in explanation and design. Across the spectrum of 
research and discovery, an emerging dialectic between model-driven and data-driven discovery gives rise 
to a new “feedback loop” in the discovery process.  Models drive data acquisition and data-driven 
inference refines the models. 
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The intertwining of these approaches illustrates another central intellectual challenge of integrative Data 
Science.  While many techniques of machine learning appear to work well in certain applications, there is 
often insufficient understanding of why they work, when they are wrong, and how they fail. The more 
powerful and central to society these algorithms become, the more we run the risk that their failures will 
have catastrophic repercussions. Without deeper understanding, we cannot validate the robustness of 
their predictions and this fact constitutes the overarching challenge of the data age. 

We expect that innovative mathematical theory will be necessary to achieve rigorous analysis of machine 
learning algorithms. Deep mathematics has been central to the development of our understanding of 
complex data.  Examples abound of deep mathematics playing a crucial role in development of such 
algorithms, such as ensuring little information is lost in the projection of data to lower dimensional spaces, 
or producing theorems that facilitate data recovery with sparse information, or how to use topology and 
diffusion to cluster and interpolate similarity in massive "point clouds" and networks where large scale 
structure plays a critical role.  Yale has been a leader in the development of these techniques, tools, and 
theorems, and it should continue to lead with this strength at the interface of mathematics and data. 

Incorporating machine learning methods into mathematical modeling - currently in huge demand for 
studying complex scientific problems across the sciences and engineering - will require development of 
rigorous techniques and tools.  To lead in this development, Yale should build on its great strength in the 
areas of pure and applied mathematics, statistics, and theoretical computer science.  Each will play a role in 
the advance of these fields, with ideas and methods drawn from areas ranging from probability, analysis, 
topology, combinatorics, graph theory, and the analysis of algorithms. 

Integrative Data Science encompasses the entire life cycle of data 

Integrative Data Science is not just about “big data”.  It encompasses study of the entire data life cycle 
from acquisition to interpretation and action. The data life cycle presents a broad range of demanding 
challenges, all of which are essential for successful exploitation of data. This life cycle includes: 

• Understanding how data are gathered and the issues that arise in data collection; 

• Knowledge of what data sources are available and how they may be synthesized; 

• The storage, annotation, curation, management, and transformation of data; 

• Statistical inference, machine learning, artificial intelligence, and the design of algorithms and 
computing systems that enable these tasks; 

• Mathematical research on effective tools and techniques from a range of disciplines to understand 
high-dimensional, complex, or sparse data sets; 

• Presentation and visualization of data and the results of data analysis; 

• Use of data analysis to make decisions and set policy; 

• Appropriate protection of privacy and the elimination of bias in the entire process.  

• Development, analysis and refinement of mathematical models that explain the data 

The need for method development in inference, machine learning, artificial intelligence, and algorithms 
appears throughout the data life cycle.  Each new challenge presses the need for deep theoretical 
advances, from data processing, to scientific reproducibility, to interpretability, including an increasing 
need for a theoretical understanding of ‘why it works’ and what lies within the ‘black box.’  The latter 
questions are of great societal importance as more and more aspects of our lives become affected and 
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even controlled by algorithmic decisions.  Moreover, such understanding can ensure our use and 
understanding of data for the public good. 

Integrative Data Science with many applications 

The data revolution offers a contemporary opportunity to transform science.  There are great intellectual 
challenges in the development of Data Science and its integration broadly into the physical and life 
sciences, engineering, health care, medicine, humanities, law, and business.  Yale’s compact campus and 
collegial atmosphere create an ideal setting in which to dissolve the traditional barriers between 
technology development and subject matter expertise – an essential ingredient to enable the novel 
multidisciplinary collaborations needed to harness the data revolution and accelerate scientific discovery. 

Most of the great developments of Data Science have been motivated by real problems; indeed, Data 
Science quickly becomes circular without subject-specific data sets and goals. The following areas provide 
grand challenges in Data Science applications that will both improve our world and yield new 
methodological and scientific discoveries.  These grand challenges also integrate seamlessly with other 
big ideas in our science strategy recommendations (see below). 

1.  Biomedical science and precision medicine– Can we tailor healthcare for each individual? 

Healthcare is a national priority, with spending in the U.S. of over three trillion dollars per year. Despite 
extensive health records and the availability of individual genetic data, routine medical risk assessments 
and treatment decisions rely largely on minimal information such as age, gender, and body mass. There is 
tremendous potential to improve medical decisions and health outcomes by integrating and analyzing 
these additional extensive data sources. Yale has an outstanding track record in the biomedical sciences, 
and has invested heavily in this area for many decades. Biomedical experts and their collaborators in Data 
Science at Yale seek to leverage the extensive collection of patient data – the “data lake” acquired from 
patients in the Yale-New Haven Health (YNHH) system – to advance biomedical science and to educate 
the next generation of students. Of particular value are the health records of many patients who have 
visited the health system over extended periods. The resulting longitudinal data are a unique asset made 
possible by the leading role of YNHH in the New Haven area and the State of Connecticut. To this is added 
bioinformatic and related “omics” data sets, public sector data, economic data, etc.  The challenges to 
overcome in this area include how to automatically interpret medical records and how to find patterns in 
these giant data sets. The future will be the synthesis of these data to provide precision medicine – 
individualized diagnosis and treatment. 

2.  Environmental science – Can we save the planet? 

The effective management of Earth’s natural resources and health in the face of ongoing global change 
represents one of the greatest challenges of our time. There is immense need for science and engineering 
to support environmental management, decision-making, and policy. The need is not just to test scientific 
hypotheses, but for the development of data-driven recommendations and products that have the 
potential to inform society. For example, Yale produces the Environmental Performance Index, informing 
world leaders at the World Economic Forum (based in Geneva). Moreover, international science policy 
organizations have tasked the scientific community with providing novel, highly data-intensive and 
spatially-explicit climate models. In addition, Yale has expertise in the organismal, theoretical and applied 
science of our planet. This expertise presents huge opportunities to develop data-driven discovery and 
data interpretation recommendations at the interface of science and policy. 
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3.  Neuroscience – Can we determine how the brain works? 

The challenges of Neuroscience are intimately linked to those of Data Science. Advances in brain imaging 
technology, including those achieved at Yale, provide immense amounts of information about which parts 
of the brain are active during various cognitive tasks, as well as how neurons are connected and which 
individual neurons are firing within the brain. Analyzing these data to find correlations and to discover 
how these activities lead to cognition is a daunting computational problem. Like genomic sequence data, 
the vast storage requirements for movies of brain and neuron activity will be challenging. Moreover, 
analyses of these data will be orders of magnitude more resource-intensive than storage, and will require 
significant advances in Data Mining, Machine Learning, and mathematical modeling. 

4.  Social science – Can we transform the field through data-rich “hard science?” 

Social science is now entering a “golden age” of understanding people’s preferences and behaviors. The 
digitization of human history, the availability of extensive databases of government, corporate, and social 
actions, and the continuous data streams produced by internet browsing and smart phones allow 
unprecedented studies in Sociology, Psychology, Political Science, Linguistics, Anthropology, Epidemiology, 
Policy and Economics. These data sources are allowing these fields to become increasingly quantitative 
and predictive. Insights extracted from such data have the potential to deepen our understanding of the 
connections that people make and the information that they share, thus enabling the development of 
interventions that can enhance our society and advance our health, security, and civic life. To maintain 
Yale’s strength in these disciplines, researchers in these fields will benefit from collaborating with experts 
in Data Science. This work will complement Yale’s considerable strengths in the quantitative and 
qualitative social science. 

5.  Basic science – How will new tools of inference transform scientific inquiry? 

Scientific progress increasingly depends on the robust integration of computation, mathematics, and 
modeling into fields such as biology, chemistry, geology and astrophysics. The duality between 
mathematical modeling and data analysis has become a central new dynamic in each of these fields. 
Integration of Data Science and modeling requires foundational methodological training, interdisciplinary 
thinking, and field-specific expertise – a combination that is possible only through extensive and 
productive collaborations among teams of investigators. In addition to the growing need to incorporate 
mathematical modeling and data-driven approaches into scientific pursuits, this changing landscape in the 
sciences emphasizes the need to ensure that appropriate education and training programs exist for 
undergraduate and graduate students as well as faculty. Indeed, Yale must work to provide an 
environment that inspires scientists at all levels to leverage mathematics and Data Science to address the 
grand challenges of science. 

Many other areas of excellence at Yale stand to be improved by collaboration with data scientists, from 
astronomy and astrophysics to materials science, management, and the humanities. Determining how to 
use data responsibly will also require the combined efforts of data scientists who understand what is 
possible, and political scientists, philosophers, and lawyers who think about what is desirable. Leveraging 
existing strengths, Data Science will thrive at Yale and play a vital role in its future. 

We offer the following recommendations for developing an Institute for Integrative Data Science and 
its Mathematical Foundations: 

• Organizational Structure:  Establish a University-wide Institute for Integrative Data Science and its 
Mathematical Foundations to facilitate integration of Data Science and mathematical modeling 
research across the University. This Institute should offer membership to and facilitate interactions 
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among faculty in the Department of Statistics and Data Science, Mathematics, Computer Science, 
Engineering and relevant faculty in domain areas, including those affiliated with the Center for 
Biomedical Data Science in YSM.  

o The Institute should play a consultative role in faculty recruitment across the University and 
should be vested with a combination of full slots and half slots for faculty appointments in 
various departments (see below). 

o The Institute should provide administrative infrastructure to facilitate and govern the 
funding of cross-departmental and cross-disciplinary efforts that span diverse departments, 
schools, and initiatives across the campus. 

o The Institute should integrate and involve Yale faculty in cross-campus research 
programming, industry collaboration, and broader regional university consortia. 

o The Institute should maintain close connections with the Yale Center for Research 
Computing, which would be charged with providing hardware and technical support for 
much of the research in this realm. 

• Faculty and Students:  Expand by at least a dozen the number of faculty in Data Science, machine 
learning, and mathematical modeling and foundations across the University. 

o Hires should include core areas such as algorithms; mathematical methods of Data Science; 
mathematical modeling; machine learning; deep learning; vision and imaging; computational 
biology; natural language processing; computational social sciences; high performance 
computing, distributed and large-scale computation, and cloud computing; privacy, security 
and fairness; visualization and communication. 

o Faculty appointments should be primarily in the departments of Statistics and Data Science 
or Mathematics in the FAS.  Joint faculty appointments within YSM, FAS or elsewhere in the 
University should be distributed across other relevant departments and institutes specific to 
subject matter expertise.  Connections to Neuroscience, Environment and Evolution, Cancer 
and Precision Medicine (see below) are domain areas for which particular attention should 
be given. 

o As faculty are added, there should be a commensurate increase in the size of the relevant 
graduate programs. 

o Creative ways should be identified to bring the best researchers to Yale, not just from 
academia, but also from industry where some of the most important fundamental research 
is being carried out today. This may include creating positions analogous to “Professor in the 
Practice” or sabbatical positions to allow researchers from industry to teach and work at 
Yale for a defined period. 

• Space:  Identify space for the co-location of the Statistics and Data Science and Mathematics 
departments with sufficient room for expansion.  Include hoteling space for visiting faculty and 
students from other departments to collaborate.  One location that meets many of the criteria is 
Kline Biology Tower, assuming that it is completely renovated for this purpose following the 
relocation of the MCDB department from the building. 

• Funding: The University should create clear and viable pathways for its top faculty to compete for 
outward-facing, federally- and/or privately-funded institutes in the foundations of Data Science (see 
Center Grant Support recommendation below). 
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• Education: As faculty are added, the University should significantly expand its courses to include 
advanced machine learning, algorithms, large-scale computing courses, and applications in key 
fields. 

o Focus attention on introductory courses that emphasize mathematical foundations and 
principled understanding of tools and methods.  

o Support the creation of intensive short-term training opportunities in the technologies of 
Data Science. These could take the form of week-long workshops. Such programs would 
make Yale a destination for training in Data Science. 

• Infrastructure: Storage and computational infrastructure is vitally important for handling large 
amounts of data.  The University should support data storage and management resources oriented 
towards data-intensive disciplines (see Data Management recommendation below).  These 
resources could take the form of a new Core facility, in analogy to other facilities that support 
research at the university. 

  


